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Mixed—Precision Inference with Subgraph Fusion as the Minimum Unit

CUI Liqun, HU Lei
(College of Software, Liaoning Technical University , Huludao 125105, China)

Abstract: In recent years, convolutional neural networks, as the most important technology in deep learning, have made achievements in
fields such as image classification, object detection, and speech recognition. During this period, deep neural networks composed of multi-lay-
er convolutional neural networks emerged, showing significant improvements in accuracy in various tasks. However, the weights of neural net-
works are often limited to single precision types, resulting in a larger memory space compared to specific hardware platforms, and single preci-
sion types such as floating point 16 and INT 8 can no longer meet the practical needs of some model inference today. To this end, a mixed pre-
cision inference algorithm is proposed, which uses subgraphs as the minimum unit and adds rich bits by judging the fusion relationship be-
tween adjacent nodes. Firstly, adding a floating point 16 semi precision bit configuration to the search space of the original single precision
quantization design increases the final search space, providing more opportunities for finding the optimal solution. Secondly, using the idea of
subgraph fusion, the accuracy of different fused subgraphs is configured through integer linear programming. The computational graph is divid-
ed based on three constraints: model size, inference delay, and bitwidth operands, reducing the accumulated disturbance error in the end. In
the end, it was verified on the ResNet series network that the proposed model had an accuracy loss of no more than 1% compared to HAWQ
V3, while also improving inference speed compared to other mixed precision quantization methods. In the ResNet18 network, the inference
speed was improved by 18.15% and 19.21%, respectively, and in the ResNet50 network, the inference speed was improved by 13.15% and
13.70% , respectively.
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/ / 0.5 3.77 0.00 0.47
/ / 0.25 3.75 0.00 0.46

Table 2 Experimental results of ResNet50 inference baseline

%2 ResNet SOEIEELSTIOER

Performed Average
BOPS Latency ~ Model Size Std
Inference/ms Per Sample/ms

0.75 / / 8.71 0.00 1.09
0.50 / / 8.24 0.00 1.03
0.25 / / 791 0.00 0.99

/ 0.75 / 8.69 0.00 1.09

/ 0.50 / 8.37 0.01 1.05

/ 0.25 / 7.95 0.00 0.99

/ / 0.75 9.05 0.01 1.13

/ / 0.50 8.79 0.05 1.10

/ / 0.25 8.63 0.00 1.08

Hi 28 1,22 2 AT 11, 7F ResNet18 4% >4 H b7 pR R &
A Objective: rninz“.L= QPTIRE A O FE R AR Y R E
0.75 J& , 1l 1t 8 INEEAS HEAT i P iz BB 75 51 Y ResNet18 [ 4%
AR 3.67 ms B AEIR Y b B B 0.50 )5, fe e
JIT 5 2] 6 $ PR HE A 3.49 ms 3 BRI KN R E
0.25 B, ResNet18 P 45 AU HfEFL T E 4 3.75 ms. 7 ResNet50
4 b S B R RIEE SR . S K B, 7F ResNet18 W 45
BOPS I  0.25 B 4 34 3 32 fe PR, 35 %] 3.30 ms; 7% Laten-
cy Fll Model Size 15 & A 0.25 B 33 B fe Pt , 43931 34 31 3.30 ms
F13.75 ms; 7F ResNet50 [ 2% 1, BOPS 1% # 2hy 0.25 i 4 3
S R, K F) 7.91 ms; 7F Latency #1 Model Size wE N
0.25 et , 435135 %) 7.95 ms F18.63 ms.

F RS2 5G 7, ResNet18 ., ResNet50 fir A 55 & 24 3%
TVM AEZE , ZE 05 {4 v DL AR B D vk s A sl B, IR
XS 2 ORI S5 A | 8 78 52 b i 4 5 b A5 5
k.

4.3 AL
A B WI R 43 5 08 B SR LA |, S8
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Table 7 Comparison of accuracy results between equally split

1A W HEL 7 vk 15 SR 4 7 AT e, SR A S 7 ResNet18 and HAWQ V3
. ®7 #5145 ResNet18 5 HAWQ V3L RILE
—F 10 iR,
HAWQ V3
Table 3 Results of ResNet18 inference with equally split BOPS Latency Model Size Aceuracy Our Accuracy
F3 H51714 ResNet18 HE LI R 0.75 / / 7040 70.26
. . Performed . Average 0.50 / / 70.22 69.98
BOPS Latency  Model Size Inference/ims Std Per Sample/ms 0.25 / / 68.72 68.65
0.75 / / 3.56 0.01 0.45 / 0.75 / 70.40 70.22
0.50 / / 3.36 0.00 0.42 / 0.50 / 70.34 70.15
0.25 / / 3.26 0.01 0.41 / 0.25 / 68.56 68.52
/ 0.75 / 3.64 0.00 0.46 / / 0.75 71.20 70.10
/ 0.50 / 3.31 0.00 0.41 / / 0.50 70.50 70.10
/ 0.25 / 3.11 0.00 0.39 / / 0.25 70.01 69.65
/ / 0.75 373 0.01 047 Table 8 Comparison of accuracy results between equally split
! ! 050 373 0.00 047 ResNet50 and HAWQ V3
d ! 0.2 21 0.90 0.4 R8 5114 ResNet50 5 HAWQ V3 #5 B 45 REL#
Table 4 Results of ResNet50 inference with equally split HAWQ V3
%4 H5514 ResNet50 LI 2= 2 BOPS Latency Model Size Acouraey Our Accuracy
. . Performed . Average 0.75 / / 76.10 76.05
BOPS Latency ~ Model Size —— Std Per Sample/ms 0.50 / / 75.39 75.29
0.75 / / 8.68 0.03 1.08 0.25 / / 74.45 74.37
0.50 / / 8.19 0.00 1.02 / 0.75 / 76.63 76.26
0.25 / / 7.86 0.00 0.98 / 0.50 / 74.95 74.69
/ 0.75 / 8.62 0.00 1.08 / 0.25 / 74.26 74.26
/ 0.50 / 8.13 0.02 1.02 / / 0.75 77.38 76.39
/ 0.25 / 7.93 0.00 0.99 / / 0.50 75.95 75.84
/ / 0.75 8.77 0.00 1.10 / / 0.25 74.89 74.60
/ / 050 8.74 0.02 1.09 Table 9 Comparison of accuracy results between unequally split
/ / 0.25 8.42 0.00 1.05

Table 5 Results of ResNet18 inference with unequally split

R5 IS4 ResNetl1§ HEIRSLIG £ R

ResNet18 and HAWQ V3
FR9 AHEVI4 ResNet18 5 HAWQ VIFEELE R LS

HAWQ V3
BOPS Latency Model Size Our Accuracy
. . Performed Average Accuracy
BOPS Latency ~ Model Size Inference/ms Std Per Sample/ms 075 / / 70.40 7015
0.75 / / 347 0.00 0.43 0.50 / / 70.22 69.95
0.50 / / 3.34 0.00 0.42 0.25 / / 68.72 68.52
0.25 / / 3.16 0.00 0.39 / 0.75 / 70.40 70.16
/ 0.75 / 3.55 0.00 0.44 / 0.50 / 70.34 70.08
/ 0.50 / 3.31 0.00 0.41 / 0.25 / 68.56 68.46
/ 0.25 / 3.07 0.01 0.38 / / 0.75 71.20 69.50
/ / 0.75 3.65 0.01 0.46 / / 0.50 70.50 69.55
/ / 0.50 3.63 0.01 0.45 / / 0.25 70.01 69.04
/ / 0.25 3.57 0.01 045 Table 10 Comparison of accuracy results between unequally split
Table 6 Results of ResNet50 inference with unequally split ResNet50 and HAWQ V3
£6 YIS ResNet50 BRI LR F10 T#5YI5 ResNet50 5 HAWQ V3 HEEHE R ILE
Performed Average HAWQ V3
BOPS Latency ~ Model Size Std BOPS Latency Model Size Our Accuracy
Inference/ms Per Sample/ms Accuracy
0.75 / / 8.58 0.01 1.07 0.75 / / 76.10 75.90
0.50 / / 8.10 0.00 1.01 0.50 / / 75.39 75.25
0.25 / / 7.81 0.00 0.97 0.25 / / 74.45 74.29
/ 0.75 / 8.60 0.00 1.08 / 0.75 / 76.63 76.16
/ 0.50 / 8.10 0.05 1.01 / 0.50 / 74.95 74.53
/ 0.25 / 791 0.00 0.99 / 0.25 / 74.27 74.25
/ / 0.75 8.57 0.00 1.07 / / 0.75 77.38 76.39
/ / 0.50 8.46 0.00 1.06 / / 0.5 75.95 75.20
/ / 0.25 8.33 0.00 1.04 / / 0.25 74.89 74.42
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M1 22 JLF- AT DL 20 . fH 3R 3. 3K 4 A A1, 7F ResNet18 Fl1
ResNet50 W25 HrfE 45 352 V) 43 sk, 4 20 138 AR 45 T L 4k 25
A FTHETE . 7 ResNet18 R 4% rfr | 24 BOPS % & A 0.25 i
T H P A i, 1A B 3.26 ms, HHAR T IELR A4S AR T 1.21%,
TF Latency #1 Model Size TEE R 0.25 I 3 R 57 g b, 45 1)
9 3.11 ms,3.71 ms, AT A4 245 5 70 il $2 71 5.76% Fil
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Latency 1 Model Size 15 & & 0.25 B #1815 £ P, 43010
7.93 ms. 8.42 ms, H & F 3 2k 25 IR 4 ) 2 T+ 0.25% A
2.43%.,

132 5.3 6 0] Jll, 7F ResNet18 Fll ResNet50 W 2% FR A T
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6.97% . 4.80% , F 3 T #4151 U) 43 45 5 43 ) 4 T+ 1.29% Fil
3.77%. 1F ResNet50 F 4%, 24 BOPS i% & & 0.25 I #fi: 3
R e, IR B 7.81 ms, MHAR T HEL A5 R AT 1.26% , FHEL
T 51Y) o 45 AR F 0.64% 5 7 Latency 1 Model Size % &
Sk 0.25 B 38 B AR PR, 43 5135 5 7.91 ms Fl18.33 ms, AHAR

TR 25 0 A HE T 0.51% F1 3.48% , HI#E T ¥ 5111 43 45
RO B TE 0.25% F11.08% . 7F ResNet18 P25 E1 7342141
53 BF H Latency 1% 20 0.25 B, #H3 T HAWQ V3 ) Model
Size BEE N 0.75 B, 4 B B $E T+ 18.15% . 7% ResNet18 [¥]
KU 3 H. Latency B8 2 0.25 I, AHEL T HAWQ V3 1)
Model Size & # 4 0.75 B 4 21 2 BF 42 F+ 19.21%. 7
ResNet50 W 2% #1735 21 D1 4> H BOPS ¥ 4y 0.25 i), #H%E
T HAWQ V3 ) Model Size 15 & >4 0.75 B 4f 2 3 i $2 Tt
13.15%. 7F ResNet50 ¥ 2% i 17 A ¥ 4] 73 H BOPS 1% &
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m kAT %0, 78 ResNetl8 Fl1 ResNet50 W 4% b, 24 4%
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Table 11 Ablation experiment result of unequally split ResNet18
F11 FH5T0%5 ResNet18 i A LI 45 1

Performed Average
BOPS Latency Model Size Std
Inference/ms Per Sample/ms

0.90 / / 391 0.01 0.49
0.60 / / 3.62 0.01 0.45
0.30 / / 3.58 0.01 0.45

/ 0.90 / 3.74 0.01 0.47

/ 0.60 / 3.81 0.01 0.48

/ 0.30 / 3.71 0.01 0.47

/ / 0.90 3.76 0.00 0.47

/ / 0.60 3.64 0.01 0.46

/ / 0.30 3.83 0.01 0.48

g5 b AR SO IR AR B HEE )y v T R A AT
PR, FEX ST 3 FUR 5100 73 B LT, ResNet18 [ 2%
A F HAWQ V3 #fF B 3 28 25 53 43 5 32 7t 18.15% F1I
19.21%. 7F ResNet50 [ £t | 4 B 3 5 43 il 48 7+ 13.15%
1 13.70% , WE 55 T A SCT7 6 0] 7E GPU L & T 2
WA AR SOGRE B A2 A HEA T 9 e B, TE 3 53 D) 43 TS 3
ASTUN 4 Bf AT f P A AR T AR R T W, RS
HET HAWQ V3 AT 1%,

5 #iE

AT, R A RS A7 A R 2 (W) 2 R L3R 22 8K

REAEIRE, Ay, AR SCR AT F 5 1 B Al G 7
B AR — PR AR L . ST KT M4
g J2 AU FVRRAIE [ 7R (148 R 25 ], 38 R I /D 41 3 i 22
DR 1 0 268 7047 2 B RT3 BT 1 0 4 0 I 5 4
Fto 7F ResNet18 M4t $45) H) 43 FUAN I 51 ) 53 feft 1 2 3k
53 S TF 18.15% . 19.21% . 7F ResNet50 [ 2% rb #fi: 3 5
FE o BT 12.38% . 13.70% . [R) A, 763X B 1~ X 4% 1 TG e
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